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Abstract—Papers that make vision-language-action (VLA) poli-
cies cheaper to run justify their speedups by showing no loss
on LIBERO, where base policies typically succeed in more
than 90% of episodes. We show that such no-loss verdicts are
largely supplied by tasks both settings already solve. With binary
outcomes two settings can disagree on at most the episodes where
one of them fails, so saturated tasks force agreement and tighten
an absolute-difference interval without informing it about the
tasks where policies fail. On released 7( 5, one denoising step
is equivalent to ten within +5 points on an eight-task battery
but inconclusive on the tasks with headroom; of 18 certificates
among 79 paired comparisons, saturated tasks keep 17 and
informative tasks 1 at equal episode counts. Where failures are
common, one step costs 7y 7.9 points and 7ps 7.1 points on
the hardest camera-viewpoint shifts. Among 86 VLA efficiency
papers claiming parity on LIBERO, the median base policy
succeeds in 96.4% of episodes, where a +5-point margin tolerates
2.35% the base’s failures, and 15 report any uncertainty, per-task
result, or paired analysis. We give a three-part report for no-loss
claims and a tool that computes it.

1. INTRODUCTION

Making VLA policies cheaper at inference is now a research
area of its own: fewer denoising steps [1], [2], caching [3],
adaptive computation [4], token pruning, and quantization,
applied to released policies such as g, mp s, and SmolVLA [5],
[6], [7]. Their shared evidence is parity with the base policy
on LIBERO [8]; released mg s, for example, loses 0.2 points
at a single denoising step [3].!

Claim. Such no-loss verdicts are largely supplied by tasks
both settings already solve, and so say little about the tasks
on which policies fail. The underlying leniency of absolute
margins at low event rates is known in non-inferiority trials [9],
[10], and in language-model compression aggregate parity is
known to hide per-example changes [11], [12], [13], with a
recent audit of equivalence claims for compressed LLMs [14].
We isolate what those works do not: on a saturated benchmark,
disagreement is bounded by failures, so the certificate is
decided by the few tasks that still fail, and it does not transfer
to them. Contributions: (1) a quantification of this dilution for
VLA evaluation, with an equal-size control over task subsets
(Sec. IV); (2) evidence of where the shortcut costs something
once failures are common (Sec. V); (3) an audit of 86 VLA

1Per-episode logs, audit extractions, and code: https://github.com/nihalgunu/
roborigor

efficiency papers showing their claims sit in this regime, and
a three-part report with a tool that computes it (Secs. VI, VII).

II. RELATED WORK

In robot learning, the LBM study compares policies with
paired initial conditions and posterior uncertainty [15], and
sequential tests stop comparisons early [16]. On LIBERO
specifically, most state-of-the-art claims cannot be significant
given their headline scores [17], undocumented evaluation
details move scores by tens of points [18], and perturbed
variants expose large drops that clean scores hide [19], [20].
These works concern claims that one policy beats another, or
robustness; the no-loss claims that efficiency methods rest on,
and how saturation certifies them, have not been examined for
robot policies.

III. SETUP

Released mg5 and my LIBERO checkpoints (openpi) and
SmolVLA, served through one harness; 31,858 per-episode
records are released. The battery is eight LIBERO-10 tasks
X 20 initial states X 3 sampling seeds (n=480 per setting). A
design written before any grid episode classified four tasks as
informative (development-scan success in [0.5,0.95]: tasks 0,
2, 8, 9) and four as saturated, for a different study; using it here
is our choice after the fact. Under ten steps the informative
tasks succeed in 95, 97, 80, and 95% of episodes and the
saturated ones in 97-100%, so the split rests chiefly on task
8. Shifts are fixed LIBERO-Plus sets [19]: 312 object-layout
variants and 419 camera-viewpoint variants (two draws each),
each with benchmark-defined difficulty levels 1-5. “One step”
is a single Euler step of the released flow head, against
ten, both at execution horizon 10. Comparisons are paired
on (initial state, seed) or (variant, draw) and tested with
exact McNemar [21]; intervals are Newcombe’s paired score
intervals [22]. A comparison is a significant difference if
p<0.05, otherwise equivalent if its 95% interval lies within
+5 points, otherwise inconclusive.

IV. SATURATED TASkS SUPPLY THE CERTIFICATE

One contrast. On the battery, mps succeeds in 0.965 of
episodes at one step and 0.946 at ten (23-14 discordant
pairs, p=0.19): equivalent, [-0.7, +4.5]. Admitting tasks from
the hardest to the easiest, the interval fits inside the margin
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Fig. 1. Where equivalence certificates come from: one denoising step minus ten at execution horizon 10 (paired Newcombe 95% intervals; shaded: +5-point
margin). (a) 7y s on the LIBERO-10 battery, admitting tasks from least to most successful under ten steps (ticks: task, ten-step success; labels: discordant
pairs). The interval enters the margin only once the near-saturated tasks are in. (b) The 18 comparisons in our grids that certify equivalence on the battery,
re-tested on each of the 70 four-task subsets (240 pairs each). (c) The contrast beyond the saturated battery (SmolVLA against its served default); brown:

significant difference, blue: equivalent, black: inconclusive.

only at the end (Fig. l1a). On the four informative tasks it
is [-2.0,+7.1], inconclusive; nothing here shows a cost, but
nothing certifies its absence either.

Every contrast. The released grids hold 79 paired com-
parisons between dial settings on identical episodes (mps at
two environment seeds, and mp). On the battery 18 certify
equivalence (all on my5, over 13 distinct settings, so not
independent) and 59 differ (48 after Holm). At the same
240 pairs (Fig. 1b), the four saturated tasks keep 17 of the
18 certificates but only 38 of the 59 differences; the four
informative tasks keep 1 and 57. The informative half is the
unique minimum of all 70 subsets, and subsets without task
8 keep a median of 12 certificates against 4 with it. The
asymmetry holds under unpaired Newcombe (14 vs. 0), paired
Wald (17 vs. 3), a 90% rule (18 vs. 5), and a +7 margin (19
vs. 10).

Why. For binary outcomes the probability that two settings
disagree on an episode is at most the sum of their failure rates,
fa+fp; on the battery that bound is 9.0% and the observed
disagreement 7.7%. Saturated tasks therefore contribute pairs
that cannot disagree: they leave the discordant counts b,c
unchanged while the difference (b—c)/n and its standard error
shrink as 1/n, faster than the 1/+/n of informative pairs.
Equivalently, the pooled difference is the task-weighted mean
of per-task differences: if a share w of pairs comes from tasks
that can fail, a pooled certificate at +m is compatible with an
average loss of up to m/w on those tasks. Task 8 carries 46%
of the battery’s ten-step failures but one eighth of its pairs, so
a =5 battery certificate is compatible with a 40-point loss on
it. Certifying +5 on the informative tasks directly would take
about 520 paired episodes against the 240 the battery allots.

V. BEYOND THE SATURATED BATTERY

On released my, whose battery rate is lower, one step costs
7.9 points (0.773 vs. 0.852, 33-71, p=0.00025, [-12.1, -3.8]):
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Fig. 2. No-loss claims in the 84 audited VLA efficiency papers with numeric
LIBERO rates. Shaded: base at or above 90%. Blue: reports uncertainty, per-
task results, or a paired analysis.

whether one step suffices depends on the policy. SmolVLA is
inconclusive ([—6.2,+1.6]). Under object-layout shift, where
7.5 still succeeds in 91% of episodes, one step is equiv-
alent ([-3.0,+4.3]). Under camera-viewpoint shift it costs
4.7 points overall (45-84, p=0.0008, [-7.3,-2.0]), and the
cost sits where the benchmark places its hardest shifts: at
levels 4-5 one step loses 7.1 points (31-74, [-10.4,-3.8]),
while at levels 1-3 the contrast is inconclusive ([-2.5,+6.0]).
ActionCache likewise reports 7o s collapsing at one step on
the harder VLABench [3].

VI. THE LITERATURE’S No-Loss CLAIMS

Under a written search and extraction protocol (354 can-
didates, two-stage screening), 86 VLA inference-efficiency
papers claim parity or acceptable loss against their own
base policy on LIBERO, spanning step reduction, distillation,
caching, token pruning, quantization, early exit, and specula-
tive decoding (Fig. 2). The base succeeds in at least 90% of
episodes in 64 of the 84 claims with numeric rates (median



TABLE I
THE THREE-PART REPORT FOR ONE STEP VS. TEN AT HORIZON 10. b—c: PAIRS WON
BY ONE STEP VS. BY TEN. (I) EXACT CONDITIONAL ODDS-RATIO INTERVAL; (IT)
PAIRED NEWCOMBE 95% INTERVAL; (I1T) FAILURE-RATE RATIO WITH INIT-CLUSTER
BOOTSTRAP INTERVAL. VERDICT FROM (1) AND MCNEMAR; A CLAIM IS CERTIFIED
ONLY IF (I) HOLDS ON THE INFORMATIVE TASKS AND (III) STAYS BELOW THE
DECLARED BOUND.

Contrast n  b—c (ii) Difference, pts (i) Odds ratio (iii) Failure ratio Verdict
7.5 battery 480 23-14 +1.9 [-0.7,+4.5] [0.81,3.45] 0.65 [0.31,1.21] equiv.
informative tasks 240 17-11 +2.5 [-2.0,+7.1] [0.68,3.65] 0.70 [0.30, 1.30] inconcl.
7.5 layout shift 312 16-14 +0.6 [-3.0,+4.3] [0.52,2.53] 0.93 [0.60, 1.39] equiv.
7p.5 camera, levels 1-3 236 14-10 +1.7 [-2.5,+6.0] [0.58,3.52] 0.88 [0.62,1.23] inconcl.
7.5 camera, levels 4-5 602 31-74 -7.1 [-10.4, -3.8] [0.27,0.65] 1.10 [1.05,1.16] worse
SmolVLA battery 480 40-51 -2.3 [-6.2,+1.6] [0.51,1.21] 1.06 [0.95,1.20] inconcl.
7y battery 480 33-71 -7.9 [-12.1,-3.8] [0.30,0.71] 1.53 [1.19,1.96] worse

96.4%). At that median a +5-point margin tolerates 2.35x
the base’s failures, and in 51 of 83 claims it tolerates at
least double. Only 15 of 86 report any uncertainty, per-task
result, or paired analysis, and 45% state no usable episode
count. The same comparisons do not lose more on the harder
benchmarks the papers also report: the loss is larger there in 9
of 30 papers and smaller in 21 (sign test p=0.04), though those
benchmarks are author-selected and often small real-robot tests
where lower latency itself helps. The audit thus shows that
the field’s certificates are uninformative, not that the certified
shortcuts are costly. Extraction was LLM-assisted; text search
of a seeded 20% sample confirmed 51 of 54 fields, and manual
checks the rest.

VII. A Report FOR No-Loss CLAIMS

Relative margins remove the dilution but fail the other way:
the failure-rate ratio ignores solved tasks, yet under camera
shift, where most episodes fail, it is 1.08 [1.03,1.14] and
would certify non-inferiority at a 1.5 bound although failures
rise significantly. We therefore recommend reporting (i) the
discordant pairs with the exact conditional odds-ratio interval;
(i1) the absolute interval on tasks declared informative before
the experiment; and (iii) a failure-rate-ratio interval against a
declared bound, certifying only if (ii) lies inside the margin and
(iii) lies below the bound. roborigor report computes all
three from paired records and warns when a pooled certificate
does not hold on the informative tasks. Table I applies the
report: the battery certificate fails (ii) because its informative
tasks are inconclusive, and the two costs are flagged by all
three parts.

For authors. A no-loss claim that the report can certify
is cheap to design: pair every episode by initial state and
seed; pick the informative tasks from a pilot scan before the
comparison, keeping those with room to fail; size that subset
for the disagreement rate the pilot shows (about 520 pairs at
the 11.7% we observe); and state the margin and ratio bound
before running.

Limitations. Simulation only, on LIBERO-family bench-
marks and three flow-matching policies. The certificates in
our grids come from one policy and share arms, the infor-
mative/saturated split rests chiefly on one task and was made
for a different study, and we re-test one acceleration; the audit

shows other families make the same kind of claim but does
not re-test them.

Conclusion. A no-loss verdict on a saturated benchmark
is valid for the average it certifies and uninformative about
the tasks on which policies fail. The VLA efficiency literature
makes its claims in exactly this regime; they should come with
discordant pairs, results on informative tasks, and a relative
margin.
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